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Abstract

We can patch all we want, but it won't in the end do much good:
the very systems we build on are completely insecure. Our laptops are a
useful example. A laptop is not a single computer, running on a single
CPU; rather, a laptop is a system-of-systems: multiple computers running
multiple operating systems, the majority of which we don't even know
about, much less control.

In this whitepaper we discuss what we can do about the problem. To
get it right, we have to scrape o� 30 years of accumulated bad design �
we have to get right down to the chips. We can get part of the way there,
by replacing the unsafe BIOS with a safe open source BIOS. The BIOS
level is the mininum safe place to start if we wish to have systems we can
trust more than those we do now.

We show two stages, near and long term. The near term will use ex-
isting hardware to limit the threat as much as possible. The long term
vision is to establish a hardware trust boundary � more of a Berlin Wall
� between untrusted hardware and the system. The untrusted hardware
communicates over safe PCIE point-to-point links with a core, one core
being dedicated to each link, using a standard PCIE messaging protocol.
Each hardware device has a dedicated message bus connection and a ded-
icated core, to eliminate covert channels between hardware devices and
to ensure that the device is run as fast as possible. The near term ex-
ploits new technologies such as coreboot (LinuxBIOS), virtualization, and
IOMMUs; the long term exploits the oncoming era of multicore processors
with hundreds of cores.

1 The problem

Our system, at almost every level, can be compromised. Figure 1 gives some
idea of the problem: we think we own the computer; we think we know what's
running on it; in fact we do not. We think that if we control the drivers, we
control the hardware; such is not the case, since the hardware runs its own OS.
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Rather than being a way to control hardware, drivers nowadays are actually
just a communications path to another operating system. For example, drivers
communicate with the newest wireless chipsets from Intel via a message protocol,
not by twiddling bits in hardware registers. In many cases, what looks to the
driver like a register is actually a mailbox shared with an OS running on the
hardware device � hardware devices are now hardware/software amalgamations,
and the registers are an illusion maintained for backwards compatibility.

Worse still, that other operating system living in the hardware, thanks to
the wonders of Direct Memory Access (DMA), is able to browse your memory at
will. To get an example of how serious the problem is, Google �Firewire exploit�
as �rst described in [12], and see there are hundreds of thousands of hits.

We show a di�erent view of the vulnerabilities in a modern laptop in Figure
2. Each red box is a combination of hardware and software which, properly
driven, compromise the security of the system. For example, some network
cards can be attacked with very simple exploits, and take over the machine[4].
We have little or no control of what the red boxes are doing. The small blue
box is the one point of control we have.

We need to do two things: take the red boxes back, where this is possible; and
establish internal �rewalls between the CPU and the red boxes, where gaining
control is not possible.

Taking the red boxes back The e�ort needed to regain control of the red
boxes varies from di�cult to nearly impossible (in the short term) and only
somewhat easier in the long term. Nevertheless, it can be done. For the BIOS,
we have an existence proof in the coreboot project[10]. Coreboot has now been
ported to two hardened laptops, and dozens of motherboards. Coreboot is sup-
ported by several companies, including AMD and VIA. The Embedded Con-
troller can not be �xed in the short term; we deal with a long term solution
below.

Creating the �rewalls It is not possible for us to recreate the hardware such
as disks and network controllers. We can hope, over the long term, to have an
in�uence on how the hardware is designed. Thus, for the short term, for the
hardware, we can use new technologies such as IOMMU[1, 3], as described below.
For the long term, we need to work with both CPU vendors and I/O hardware
vendors to build interfaces that are safe and still have high performance.

Hence, there are two scenarios for getting back control of our systems. The
�rst scenario assumes we have little control of our supply chain, and can have
little e�ect (the situation that applies today). For this scenario all the changes
we can make must be made in software. The second assumes that we can take
long term action to improve the supply chain. This second scenario requires
signi�cant software changes but also provides signi�cantly higher guarantees.
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Figure 1: �My computer� is not my computer

3



Figure 2: Vulnerabilities in a modern desktop/laptop
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2 Software intensive remediation: managing the

hardware we have

This �rst scenario is actually being acted upon by a major Western European
government. They are taking control of one of the most hazardous parts of
the system, one most vulnerable to exploit, namely, the system BIOS (the red
box in the top left in Figure 2). Of particular concern is the recently described
SMM rootkit attack[11, 5] as well as the possibility of ACPI exploits[6]. Core-
boot is immune to this attack. The Western European government in que-
siton is funding an open source replacement for this proprietary BIOS, and
installing it on deployed hardware. The replacement BIOS is called coreboot
(http://www.coreboot.org), which was originally developed under DOE O�ce
of Science funding[7]1, but is used around the world in many critical systems.
The inventor of coreboot, also the author of this paper, continues to work with
coreboot in his spare time.

The next step in protecting our systems is to put the device drivers in a
very small box. Ideally, we would move the drivers out of the kernel, and run
them in a virtual machine domain, also called a driver domain[9], with their
access to memory sharply restricted to a very small area. Because the hardware
I/O Memory Management Unit (a.k.a. IOMMU, a piece of hardware that can
place bounds on the memory that I/O chips can reach) restricts the memory the
device can access, and the virtual machine hardware restricts the memory that
the device driver can access, we can greatly limit the damage that an errant
device can do. The result is that an errant or exploited hardware device no
longer has free reign to do as it will. There is a great deal of activity in this
area, at IBM and other places, but more research by the federal government is
needed..

We can see, in Figure 3, that we can get to a trusted BIOS, and box in many
of the untrustworthy components with virtualization and the IOMMU. We're
still running untrusted drivers on the CPU, of course, and they might �nd a
hole in the virtualization; nevertheless they are now at arms length, and must
do a lot more work to break the system.

2.0.1 How to get to the near term solution

The near term is achievable today. No fundamental technical barriers stand in
the way; we need only decide to start the work.

Most importantly, DOE has already been a pioneer in one of the most im-
portant areas: namely, the BIOS. DOE funded the creation and deployment
of LinuxBIOS (now coreboot) in 1999-2004, and LinuxBIOS was used in over
10,000 motherboards used in DOE clusters at LANL, LLNL, and ANL. DOE
is known as the creator and prime mover in the US Government in the area of
open source BIOSes. DOE still employs the creator of LinuxBIOS/coreboot,

1USG funding of coreboot ended in 2004; other organizations continue to pay for develop-
ment
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and he is still active (after hours and on weekends) in the project.
The BIOS work could start immediately, and would provide a major im-

provement in system security, as many organizations realize today. We sim-
ply have to decide to restart funding for USG support and insist that vendors
provide systems with coreboot. The use of coreboot would close some major
existing holes in the System Management Mode (SMM) and Advanced Control
and Power Interface (ACPI) layers.

The driver work is longer term, but we have the pieces: the virtualization
hardware that exists in new CPUs and the so-called IOMMUs would allow us
to contain drivers, and hence the hardware as well, in a very controlled space.
We show the new scenario shown in Figure 3.

Note that we can not do anything about the Embedded Controller, unless we
can force the vendors to give us code. There is a project, which we started as part
of OLPC, called openec (open embedded controller, http://wiki.laptop.org/go/OpenEC).
Lack of funding has precluded real progress in this area. At the same time, the
EC is simple; estimates are that a skilled BIOS programmer could do this work
in a year.

3 What to do with the hardware we want to have

The hardware we want to have should be built with several requirements:

• Devices should not be able to talk to each other. Such direct device
conversation forms a covert channel, i.e., a means by which two devices
can communicate with each other outside the control of the operating
system and easily move data out of the platform.

• The kernel mode code should be small and validated as trusted in some
formal way. The answer to this question, nowadays, is �just run Linux�.
That answer is not good enough: open source is necessary but not su�-
cient. It is too easy to hide an exploit in the millions of lines of code in
(e.g.) the Linux kernel. Rather, the CPU must run the absolute minimum
of code needed to move data between devices: no more.

• Code that communicates with I/O devices (a.k.a. drivers) must be part
of the core trusted code.

• The communications with devices is message-based.

• Devices are not allowed to do DMA. It is true that we can try to bound
DMA; it is also true that device OSes can exploit any holes in such bound-
ing that exist, and at least one vendor (Intel) was notoriously reluctant
to furnish the information needed to detect and resolve such problems.
Rather, the kernel code can do programmed I/O from device FIFOs. That
keeps devices on the outside. DMA was designed to save CPU cycles. In
the age of multicore, CPU cycles exist in plenty. There's no reason to re-
sort to data movement that was designed for 1960s technology constraints.

6



Figure 3: Short term options.
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• The Embedded Controller must only run trusted code and, ideally, is
fabricated in an on-shore trusted foundary. The EC is far too crucial.

We show a picture of this new world in Figure 4.

3.1 What we need to get what we want

The research breaks down into several areas.

3.1.1 Devices that use PCIE2 as a packet message bus and eschew

DMA

The �PCIE as a message bus� work is ongoing. PCIE is a fundamentally di�erent
bus than PCi in that is it packetized; Serial ATA (disk I/O) is packetized; USB
is packetized; newer network inerfaces are packetized. All that is needed is to
move to a model in which dedicated kernel threads move the data from the
I/O device to memory, rather than allowing DMA. This extra change will be
controversial, so we will need to implement some demonstration projects to
show that it can work and perform well. This design is actually very old: it is
in essence the System 360/370 I/O �channel�, still used today in the Z series.

3.1.2 Trusted open source BIOS

We need merely resume funding for coreboot, this time with a cybersecurity
thrust, not the supercomputing thrust it formerly had. Given that other orga-
nizations (including governments) are funding a lot of core work in coreboot,
this need not be a huge e�ort.

3.1.3 New operating system model

This work could be based on extant microkernel operating systems such as
L4[2]; or commercial operating systems as Plan 9[8]. This area is probably the
one in which we know the least, and need to do the most. This should be a
major e�ort. It is essential to have some path from legacy operating systems
(i.e. Windows) to this new world. The operating system chosen must be open
source/open development.

4 Conclusion

We outlined the problems with what we have and provide near and long term
paths.

The near term path can be achieved with o�-the-shelf technology, and is
primarily a software e�ort. A number of other governments and corporations
are working in the near-term solutions area, and we have ongoing collaborations
with them. The e�ort to spin up this work is very small.

2PCIE is the I/O interconnect bus used on our newest platforms
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Figure 4: What we want in the long term
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The long term approach involves more hardware, and has a longer lead time.
Nevertheless, we also have strong collaborative relationships with organizations
who are just now looking at this type of system. In this case, DOE could be
the leader of such an e�ort.
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